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Contribution
In many practical applications noisy images/videos are the result of a
an unknown processing pipeline (demosaicking, gamma, compression,
filters). The resulting noise might be difficult to model: spatially corre-
lated, signal dependent. We propose a “frame-to-frame” training strat-
egy that learns how to denoise a video sequence on-the-fly.

Contributions:
• Fine-tuning a pre-trained network to an unknown noise model

“a la zero-shot”: from a single noisy video
• Convergence after only a few frames (around 50) to same
performance than a noise-specific network.

• life-long learning: adapts to time-varying noise model

Gaussian noise DnCNN blind: 31.13 dB Ours: 31.31 dB

Multiplicative noise DnCNN blind: 30.74 dB Ours: 34.97 dB

Impulsive noise DnCNN blind: 17.84 dB ours: 32.46 dB

Compressed noise DnCNN blind: 25.31 dB ours: 33.21 dB

Review of Noise2Noise [1]
A denoising network can be trained by penalizing the loss between
the prediction F(fi) and a second independent noisy observation
gi of the same image (instead of the ground truth clean image ui):

R(F) =
∑
i

{`(F(fi), gi)}

Different losses yield different estimators:
` = L2 ⇒ F∗(f) = E{g|f}
` = L1 ⇒ F∗(f) = median{g|f}
` = L0 ⇒ F∗(f) ≈ mode{g|f}

Under some assumptions on the noise, these estimators coincide with
the ones obtained by training with ground truth noiseless data.

Method: online fine-tuning
At every frame, we update the weigths θ by minimizing a frame-to-
frame masked l1-loss:

`1(Fθ(ft), fwt−1, κt) =
∑
x

κt(x)
∣∣∣∣Fθ(ft)(x) − fwt−1(x)

∣∣∣∣ .
where

• ft is the noisy frame at t
• fwt−1 is the noisy frame at t− 1 warped to match ft. The
warping computed using an optical flow vt from frame t to
t− 1 (we used TV-L1 [3]).

• κt(x) = 1(|div vt(x)| < τ) are occlusion masks

F2F online fine-tuning
for t = 2, . . . , T do

vbt ← optical-flow(ft, f̂t−1, σ)
f̂wt−1, κt← warp-bilinear(f̂t−1, vbt )
for i = 1, . . . ,N do

θ← adam-step(`1(Fθ(ft), fwt−1, κt))
ot← Fθ(ft)

A batch fine-tuning is also available.
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PSNRs curves from synthetic examples
Every fine-tuning started with DnCNN for Gaussian σ = 25.
Synthetic noises:

• Left: Gaussian noise with standard deviation σ = 50.
• Right: Multiplicative noise.
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Time-varying noise:
• Left: Slowly evolving noise (Gaussian σ = 25 to σ = 50).
• Right: Sudden change (Gaussian σ=50 to impulsive at fr. 200).
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Impact of parameters:
• Left: Impact of pre-training, learning rate and number of

iterations.
• Right: Impact of early stopping.
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Random init., lr 5e-5, 20 iter.
Random init., lr 5e-6, 20 iter.

pre-trained, lr 5e-5, 5 iter.
pre-trained, lr 5e-5, 50 iter.
pre-trained, lr 5e-5, 20 iter.  16
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Real examples
Restoration of WW1 footage:

Original Ours

DnCNN VBM3D

Restoration of video captured with Samsung Galaxy S7:

Original Ours

Code: https://github.com/tehret/blind-denoising
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